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Chapter 7 – Further Topics in Regression
Section 7.1: Introduction 
Please review on your own.  
Section 7.2: Generalized linear models 
Section 7.2.1: Introduction 
See Chapter 3 of my UNL STAT 875 lecture notes at www.chrisbilder.com/stat875/schedule.htm.  
Three components of a generalized linear model
· Random – Distribution of the response variable Y

· Systematic – (0 + (1x1 + (2x2 + … + (pxp = x(( where x = (1, x1, …, xp)( and ( = ((0, …, (p)(; this is often referred to as the “linear predictor”
· Link – monotone function that “links” the E(Y) = ( to the systematic component; suppose this function is denoted by g(() 

In general, we can write the model as 

g(() = x(( and ( = g-1(x(()
For the jth observation, we can write this as 
g((j) = 
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Examples of generalized linear models
· Logistic

· Y ~ Bernoulli(() where E(Y) = ( 
· Link function is the logit transformation
· 
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· Poisson 

· Y ~ Poisson(() where E(Y) = (
· Link function is the natural log transformation

· log(() = x((
· ( = exp(x(()
Section 7.2.2: Model fitting and residuals 

Maximum likelihood estimation is used to find parameter estimates.  The main function in R to fit the model is glm().    
Residuals:

· Pearson residual – 
[image: image5.wmf]jjj

(yˆ)V(ˆ)

-mm

 where 
[image: image6.wmf]j

V(ˆ)

m
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· BMA more formally define the Pearson residual with 
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 where cj
 is constant and 
[image: image9.wmf]ˆ

k

 is an estimated overdispersion parameter

· Logistic regression for binary response values: 
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 is the estimated probability of success for the jth observation

· Poisson regression: 
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· Standardized Pearson residual – 
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 where hj is the jth diagonal element from the hat matrix 
· The hat matrix is H = X(X(WX)-1X(W with W = Diag(wj) and 
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· Logistic regression for binary response values:  g(() = log[(/(1-()], 
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· Standardized residuals on the linear predictor scale – 
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· May need to make small adjustments for some discrete values of yj.  

· For example, suppose the log link function of g(() = log(() is used.  Then g(yj = 0) = log(0) is a problem!

· Deviance residual – 
[image: image20.wmf]{

}

1/2

jjjjjjj

dsign(yˆ)2(y)(ˆ)

éù

=-m-m

ëû

ll

 where 
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 is the jth observation’s contribution to the log likelihood function 

· This residual is a measure of the jth observation’s contribution to the deviance statistic (-2log(() LRT comparing the model of interest to a saturated model)
· Poisson regression: 
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· Standardized Deviance residual – 
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Example: Placekicking (placekicking.R, placekick.xls)
Bilder and Loughin (1998) investigate what factors affect the probability of success of a placekick in football.  Data was collected on EVERY placekick attempted in the NFL during the 1995 regular season.  After performing logistic regression model building procedures (see Hosmer and Lemeshow, 2000), the following was the “best” estimated logistic regression model:


[image: image25.wmf]ˆ

log

1ˆ

æö

m

ç÷

-m

èø

 = 4.4984 – 0.3306change 

    – 0.0807distance + 1.2592pat + 2.8778wind 

    – 0.0907distance(wind 

where 

· 
[image: image26.wmf]ˆ
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 = estimated probability of success for the placekick

· change = 1 if a successful placekick would cause a lead change (including a tie), 0 otherwise

· distance is the distance measured in yards

· pat = 1 for a point after touchdown (PAT) type of placekick (worth 1 point), 0 for a field goal (worth 3 points)

· wind = 1 for wind speed > 15 mph at the start of the game, 0 for wind speed ( 15; dome stadiums are assigned a value of 0

Note that this model can not be used to predict the probability of success for non-20 yard PATs; please see the paper for an explanation.  

The data set has a response variable called “good” which is the number of successful placekicks at a unique change, distance, pat, and wind combination.  The data set also has another variable called “total” which is the total number of trials for a unique change, distance, pat, and wind combination.  Below is part of the data:

	good
	change
	distance
	pat
	wind
	total

	1
	0
	18
	0
	0
	1

	1
	1
	18
	0
	0
	2

	3
	0
	19
	0
	0
	3

	4
	1
	19
	0
	0
	4

	605
	0
	20
	1
	0
	614

	94
	1
	20
	1
	0
	97

	7
	1
	20
	0
	0
	8

	42
	0
	20
	1
	1
	42

	3
	0
	20
	0
	1
	3

	15
	0
	20
	0
	0
	15

	10
	1
	20
	1
	1
	10

	6
	1
	21
	0
	0
	6

	
	
	(
	
	
	

	1
	0
	59
	0
	0
	1

	0
	0
	62
	0
	1
	1

	0
	1
	63
	0
	0
	1

	0
	0
	66
	0
	0
	1

	1
	0
	59
	0
	0
	1


SAS documentation calls this the “event/trial” formulation of the binary success and failure responses for each placekick attempted.  Hosmer and Lemeshow (2000) call this the covariate pattern form of the data.  I call this in my UNL STAT 875 class the explanatory variable pattern (EVP) form of the data.   

Below is some R code and output to estimate the model and perform various other calculations.  
> library(xlsReadWrite)

> placekick<-read.xls(file = "C:\\chris\\unl\\STAT950\\
    Chapter7\\placekick.xls", colNames = TRUE) 

> head(placekick)

  good change distance pat wind total

1    1      0       18   0    0     1

2    1      1       18   0    0     2

3    3      0       19   0    0     3

4    4      1       19   0    0     4

5  605      0       20   1    0   614

6   94      1       20   1    0    97

> mod.fit<-glm(formula = good/total ~ change+distance+pat+ 

    wind+distance:wind, data = placekick, weight=total, 
    family = binomial(link = logit), na.action = 
    na.exclude, control = list(epsilon = 0.0001, maxit = 
    50, trace = T))

Deviance = 116.2259 Iterations - 1 

Deviance = 113.8865 Iterations - 2 

Deviance = 113.8581 Iterations - 3 

Deviance = 113.8580 Iterations - 4 

> summary(mod.fit)

Call:

glm(formula = good/total ~ change + distance + pat + wind + distance:wind, family = binomial(link = logit), data = placekick, weights = total, na.action = na.exclude, control = list(epsilon = 1e-04, maxit = 50, trace = T))

Deviance Residuals: 

    Min       1Q   Median       3Q      Max  

-2.2386  -0.5836   0.1965   0.8736   2.2822  

Coefficients:

              Estimate Std. Error z value Pr(>|z|)    

(Intercept)    4.49835    0.48161   9.340  < 2e-16 ***

change        -0.33056    0.19444  -1.700  0.08912 .  

distance      -0.08074    0.01143  -7.064 1.62e-12 ***

pat            1.25916    0.38711   3.253  0.00114 ** 

wind           2.87782    1.78412   1.613  0.10674    

distance:wind -0.09074    0.04564  -1.988  0.04680 *  

---

Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 376.01  on 118  degrees of freedom

Residual deviance: 113.86  on 113  degrees of freedom

AIC: 260.69

Number of Fisher Scoring iterations: 4
> #Estimate probability of success for field goal described 
    in paper
>   alpha<-0.1

>   elliott<-data.frame(change=1, distance=42, pat=0, 

      wind=0)

>   save.pi.hat<-predict(object = mod.fit, newdata = 

      elliott, type = "response", se = TRUE)

>   save.pi.hat

$fit

[1] 0.684972

$se.fit

[1] 0.03356788

$residual.scale

[1] 1
> save.lp.hat<-predict(object = mod.fit, newdata = elliott, 

    type = "link", se = TRUE)

> lower.lp<-save.lp.hat$fit-qnorm(1-alpha/2)*save.lp.hat$se

> upper.lp<-save.lp.hat$fit+qnorm(1-alpha/2)*save.lp.hat$se

> lower<-exp(lower.lp)/(1+exp(lower.lp))

> upper<-exp(upper.lp)/(1+exp(upper.lp))

> data.frame(elliott, lp.hat = round(save.lp.hat$fit,4), 

    lower.lp = round(lower.lp,4), upper.lp = 

    round(upper.lp,4), lower = round(lower,4), upper = 

    round(upper,4))

  change distance pat wind lp.hat lower.lp upper.lp  lower  upper

1      1       42   0    0 0.7767   0.5208   1.0326 0.6273 0.7374

The above uses the equation of 
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for the confidence interval.  
> # Plot
> plot(placekick$distance, placekick$good/placekick$total,

    xlab="Distance in Yards", ylab="Estimated Probability 

    of Success", type="n", panel.first=grid(col = "gray", 

    lty = "dotted"), main = "Estimated probability of 

    success of a field goal (PAT=0)")

> #Put estimated logistic regression model on the plot – 

     change=0, wind=0

> curve(expr = plogis(mod.fit$coefficients[1] + 

    mod.fit$coefficients[3]*x), lwd=2, col = "red", add = 

    TRUE)

> #Put estimated logistic regression model on the plot – 

     change=1, wind=0

> curve(expr = plogis(mod.fit$coefficients[1] + 

    mod.fit$coefficients[3]*x+mod.fit$coefficients[2]), 

    lty=3, lwd=2, col = "green", add = TRUE)

> #Put estimated logistic regression model on the plot – 

     change=0, wind=1

> curve(expr = plogis(mod.fit$coefficients[1] + 

    mod.fit$coefficients[3]*x+mod.fit$coefficients[5] + 

    mod.fit$coefficients[6]*x), lty=4, lwd=2, col = "blue", 

    add = TRUE)

> #Put estimated logistic regression model on the plot – 

     change=1, wind=1

> curve(expr = plogis(mod.fit$coefficients[1] + 

    mod.fit$coefficients[3]*x+mod.fit$coefficients[2] +   

    mod.fit$coefficients[5]+mod.fit$coefficients[6]*x),

    lty=2, lwd=2, col = "purple", add = TRUE)

> names1<-c("Change=0, Wind=0", "Change=1, Wind=0", 

    "Change=0, Wind=1", "Change=1, Wind=1")

> legend(locator(1), legend=names1, lty=c(1,3,4,2), 

    col=c("red","green","blue","purple"), bty="n", 

    cex=0.75, lwd=2)
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Another form of this data has each observation as a Bernoulli response.  Thus, the data set becomes
	y
	change
	distance
	pat
	wind

	1
	0
	18
	0
	0

	0
	1
	18
	0
	0

	1
	1
	18
	0
	0

	1
	0
	19
	0
	0

	1
	0
	19
	0
	0

	1
	0
	19
	0
	0

	
	
	(
	
	

	1
	0
	59
	0
	0

	0
	0
	62
	0
	1

	0
	1
	63
	0
	0

	0
	0
	66
	0
	0

	1
	0
	59
	0
	0


where y is the response variable with a value of either 0 (failure) or 1 (success).  I have colored coded the rows above that corresponded to the same binomial observation previously.  

Note that the data actually was observed in this format.  The binomial format is often used instead because it is better for particular diagnostic measures (see Chapter 5 of my UNL STAT 875 notes for more information).  No matter what data format is used, you will still get the same parameter estimates and standard errors (very small differences can occur due to the convergence criteria).  

> #Convert data back to Bernoulli form

>   placekick.bernoulli<-matrix(data = NA, nrow = 0, ncol = 

        5)

>   for  (i in 1:nrow(placekick)) {

      if (placekick$good[i] > 0) {

        placekick.bernoulli<-rbind(placekick.bernoulli, 

          matrix(data = data.frame(y = 1, 

          placekick[i,2:5]), nrow = placekick$good[i], ncol 

          = 5, byrow = TRUE))  

      } 

      if (placekick$total[i] - placekick$good[i]> 0) {

         placekick.bernoulli<-rbind(placekick.bernoulli, 

         matrix(data = data.frame(y = 0, placekick[i,2:5]), 

         nrow = placekick$total[i] - placekick$good[i], 

         ncol = 5, byrow = TRUE))

      }

    }

>   placekick2<-data.frame(

        y = as.numeric(placekick.bernoulli[,1]), 

        change = as.numeric(placekick.bernoulli[,2]),

        distance = as.numeric(placekick.bernoulli[,3]), 

        pat = as.numeric(placekick.bernoulli[,4]),

        wind = as.numeric(placekick.bernoulli[,5]))

>   head(placekick2)

  y change distance pat wind

1 1      0       18   0    0

2 1      1       18   0    0

3 0      1       18   0    0

4 1      0       19   0    0

5 1      0       19   0    0

6 1      0       19   0    0

>   mod.fit2<-glm(formula = y ~ change+distance+pat+wind + 

       distance:wind, data = placekick2, family = 
       binomial(link = logit), na.action = na.exclude, 

       control = list(epsilon = 0.0001, maxit = 50, trace = 
       T))

Deviance = 828.3425 Iterations - 1 

Deviance = 764.5598 Iterations - 2 

Deviance = 752.448 Iterations - 3 

Deviance = 751.2898 Iterations - 4 

Deviance = 751.2712 Iterations - 5 

>   summary(mod.fit2)

Call:

glm(formula = y ~ change + distance + pat + wind + distance:wind, family = binomial(link = logit), data = placekick2, na.action = na.exclude, control = list(epsilon = 1e-04, maxit = 50, trace = T))

Deviance Residuals: 

    Min       1Q   Median       3Q      Max  

-2.8837   0.1776   0.1776   0.4679   1.7097  

Coefficients:

              Estimate Std. Error z value Pr(>|z|)    

(Intercept)    4.49840    0.48155   9.341  < 2e-16 ***

change        -0.33056    0.19419  -1.702  0.08871 .  

distance      -0.08074    0.01143  -7.065 1.61e-12 ***

pat            1.25846    0.38314   3.285  0.00102 ** 

wind           2.87640    1.76031   1.634  0.10225    

distance:wind -0.09071    0.04509  -2.012  0.04425 *  

---

Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 1013.43  on 1424  degrees of freedom

Residual deviance:  751.27  on 1419  degrees of freedom

AIC: 763.27

Number of Fisher Scoring iterations: 5

>   save.pi.hat2<-predict(object = mod.fit2, newdata = 
      elliott, type = "response", se = TRUE)

>   save.pi.hat2

$fit

[1] 0.6849726

$se.fit

[1] 0.0335456

$residual.scale

[1] 1
Section 7.2.3: Sampling plans 

Parametric bootstrap: Resample from the estimated distribution for Y.  For example, suppose Yj ~ Bernoulli((j) where 
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Nonparametric bootstrap: Resample cases or resample errors

What is a case?  This can be difficult to determine for some settings.  For example, the placekicking data set could be examined two different ways.  The third row of the data set on p. 7.6 is 

	good
	change
	distance
	pat
	wind
	total

	3
	0
	19
	0
	0
	3


Should this be treated as one binomial observation or as three separate Bernoulli observations?  

Resampling errors:
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See p. 7.6 to review what cj and 
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Unlike regular regression models, there is no explicit model that connects the response, Yj, to the random error term (j.  Therefore, other ways exist to resample the error terms for these models.  For example, one could use the linear predictor scale:
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where 
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Another approach involves using the deviance residuals.  One can resample the 
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I have mainly just seen the resampling of the standardized Pearson residuals used in practice so I will focus on these to save time.  

Problems with these methods:

· Can result in negative values even if response must be non-negative

· Can result in non-integer values even if response must be an integer; BMA suggest to round to nearest integer

Example: Placekicking (placekicking.R, placekick.xls)

First, I am going to use case based resampling.  One can resample from the data in its binomial format or in its Bernoulli format.  Both are going to be used here for comparison purposes.  

>  library(boot)

>   calc.t.cases<-function(data, i, newdata) {

      d<-data[i,]

      mod.fit.cases<-glm(formula = good/total ~ 

        change+distance+pat+wind+distance:wind, data = d, 

        weight=total, family = binomial(link = logit), 

        na.action = na.exclude, control = list(epsilon = 

        0.0001, maxit = 50, trace = F))

      sum.fit.cases<-summary(mod.fit.cases)

      save.pi.hat<-predict(object = mod.fit.cases, newdata 
         = newdata, se = TRUE, type = "response")

      #Returns beta_0, beta_change, beta_distance, 

      # beta_pat, beta_wind, beta_distance:wind, 

      # var(beta_change), pi_hat(x = Elliott), 

      # sqrt(Var(pi.hat)), OR change, converged?, 

      # residual deviance

      c(as.numeric(mod.fit.cases$coefficients), 

        sum.fit.cases$cov.unscaled[2,2], save.pi.hat$fit, 

        save.pi.hat$se.fit, 

        as.numeric(exp(mod.fit.cases$coefficients[2])), 

        mod.fit.cases$converged, mod.fit.cases$deviance)

    }

>   #Try it

>     calc.t.cases(data = placekick, i = 1:nrow(placekick), 

        newdata = elliott)

 [1]   4.49835236  -0.33055776  -0.08073996   1.25916092   2.87781839

 [6]  -0.09074229   0.03780750   0.68497198   0.03356788   0.71852286

[11]   1.00000000 113.85803311

>   #Do bootstrap

>     set.seed(9198)

>     boot.res.cases1<-boot(data = placekick, statistic = 

        calc.t.cases, R = 1999, sim = "ordinary", newdata = 

        elliott)

Warning messages:

1: In glm.fit(x = X, y = Y, weights = weights, start = start, etastart = etastart,  :

  fitted probabilities numerically 0 or 1 occurred

2: In glm.fit(x = X, y = Y, weights = weights, start = start, etastart = etastart,  :

  fitted probabilities numerically 0 or 1 occurred

>   boot.res.cases1
ORDINARY NONPARAMETRIC BOOTSTRAP

Call:

boot(data = placekick, statistic = calc.t.cases, R = 1999, sim = "ordinary", newdata = elliott)

Bootstrap Statistics :

         original        bias     std. error

t1*    4.49835236  0.0453210513  0.496670406

t2*   -0.33055776  0.0020613488  0.185882091

t3*   -0.08073996 -0.0008649984  0.011470983

t4*    1.25916092  0.5176244810  1.748015490

t5*    2.87781839  0.6232692094  6.553167113

t6*   -0.09074229 -0.0152906061  0.153032103

t7*    0.03780750  0.0030903223  0.004663108

t8*    0.68497198  0.0016485626  0.028993268

t9*    0.03356788  0.0006817995  0.003080175

t10*   0.71852286  0.0140628681  0.137949303

t11*   1.00000000  0.0000000000  0.000000000

t12* 113.85803311 -4.5466317031 12.488555398
Notes:

· Examine all of the items that are returned.  While I will focus only on a few them, you can see how easily it is to perform calculations on more than just the few examined in detail here.  
· Warning messages are produced by the glm() function during the model fitting process with two resampled data sets.  These types of warning messages often occur when there are convergence problems (sometimes, this is due to complete or close to complete separation
).  Convergence problems will happen more often 
when working with resamples and fitting these generalized linear models. This is due to the possibility of having “extreme” sets of data included in a resample; with a large R, this can happen (dependent on sample size and the actual data).  What can you do then?

· Of course, you need to investigate further to see if you really have a problem.  I did this by adding the 11th and 12th items to be returned by calc.t.cases().  The 11th item is the convergence indicator.  Since all values are equal to 1 (notice std. error = 0), convergence was always obtained.  The 12th item returned is the “residual deviance” (LRT comparing model of interest to the saturated).  Using the plot function, we can see there are no values close to 0 (indicating too good of a fit), so I am not too worried now about these warning messages.  

>   plot(boot.res.cases, index = 12) 
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Possibly, one could investigate this further by finding the actual resampled data sets that led to the warnings.  

· What if you did have non-convergence?  You should not use those corresponding resampled data sets!  You should then remove the corresponding t values from consideration.  Of course, if you have a large number of these non-convergence problems, one may need to explore other resampling methods or do not use bootstrap methods altogether. 
· 90% confidence intervals for (Change
>  #C.I. for beta_change

>     save.ci.cases1<-boot.ci(boot.out = boot.res.cases1, 

        conf = 0.90, type = c("norm", "basic", "bca", 

        "perc"), index = 2)

>     save.ci.cases1

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS

Based on 1999 bootstrap replicates

CALL: 

boot.ci(boot.out = boot.res.cases1, conf = 0.9, type = c("norm", "basic", "bca", "perc"), index = 2)

Intevals : 

Level      Normal              Basic         

90%   (-0.6384, -0.0269 )   (-0.6389, -0.0322 )  

Level     Percentile            BCa          

90%   (-0.6290, -0.0222 )   (-0.6239, -0.0198 )  

Calculations and Intervals on Original Scale

>   #Two ways for the beta_change C.I. with the studentized 

        interval

>   save.ci.cases2<-boot.ci(boot.out = boot.res.cases1, 

        conf = 0.90, type = "stud", index = c(2,7))

>   save.ci.cases2

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS

Based on 1999 bootstrap replicates

CALL: 

boot.ci(boot.out = boot.res.cases1, conf = 0.9, type = "stud", index = c(2, 7))

Intervals : 

Level    Studentized     

90%   (-0.6302, -0.0491 )  

Calculations and Intervals on Original Scale

>   boot.ci(boot.out = boot.res.cases1, conf = 0.90, type 

        = "stud", t = boot.res.cases1$t[,2], t0 = 

        boot.res.cases1$t0[2], var.t = 

        boot.res.cases1$t[,7], var.t0 = 

        boot.res.cases1$t0[7])

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS

Based on 1999 bootstrap replicates

CALL : 

boot.ci(boot.out = boot.res.cases1, conf = 0.9, type = "stud", var.t0 = boot.res.cases1$t0[7], var.t = boot.res.cases1$t[,7], t0 = boot.res.cases1$t0[2], t = boot.res.cases1$t[,2])

Intervals : 

Level    Studentized     

90%   (-0.6302, -0.0491 )  

Calculations and Intervals on Original Scale

>    data.frame(name = c("Wald", "Normal BMA", "Basic", "BCa", "Percentile", "Studentized"),

lower = c(wald.ci[1], save.ci.cases1$normal[2], 
  save.ci.cases1$basic[4], save.ci.cases1$bca[4], 
  save.ci.cases1$perc[4], save.ci.cases2$stud[4]),

upper = c(wald.ci[2], save.ci.cases1$normal[3], 
  save.ci.cases1$basic[5], save.ci.cases1$bca[5], 
  save.ci.cases1$perc[5], save.ci.cases2$stud[5]),

length = c(wald.ci[2] - wald.ci[1], 
  save.ci.cases1$normal[3] - save.ci.cases1$normal[2],

  save.ci.cases1$basic[5] - save.ci.cases1$basic[4],    

  save.ci.cases1$bca[5] - save.ci.cases1$bca[4], 

  save.ci.cases1$perc[5] - save.ci.cases1$perc[4],   

  save.ci.cases2$stud[5] - save.ci.cases2$stud[4]))

         name      lower       upper    length

1        Wald -0.6503856 -0.01072995 0.6396556

2  Normal BMA -0.6383679 -0.02687028 0.6114977

3       Basic -0.6388725 -0.03215437 0.6067181

4         BCa -0.6238739 -0.01978435 0.6040896

5  Percentile -0.6289612 -0.02224304 0.6067181

6 Studentized -0.6301560 -0.04907363 0.5810824

It is surprising to see the studentized interval as the shortest in length.  Confidence intervals can also be calculated for the odds ratio for change, ( = 
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, as well, and these are done in the program.  Please see it on your own.  
· 90% confidence intervals for ( with the Lin Elliott example described in the paper.  

>  save.ci.cases.pi<-boot.ci(boot.out = boot.res.cases1, 
     conf = 0.90, type = c("norm", "basic", "bca", "perc"), 
     index = 8)

>  save.ci.cases.pi.stud<-boot.ci(boot.out = 
     boot.res.cases1, conf = 0.90, type = "stud", t = 
     boot.res.cases1$t[,8], t0 = boot.res.cases1$t0[8],

     var.t = boot.res.cases1$t[,9], var.t0 = 
     boot.res.cases1$t0[9])

>   #Using calculations from earlier 

>     wald1<-save.pi.hat$fit-qnorm(c(1-alpha/2, 
        alpha/2))*save.pi.hat$se

>   data.frame(name = c("Wald1", "Wald2", "Basic", "BCa", 
      "Percentile", "Studentized"), lower = c(wald1[1], 
      lower, save.ci.cases.pi$basic[4], 
      save.ci.cases.pi$bca[4], save.ci.cases.pi$perc[4], 

      save.ci.cases.pi.stud$stud[4]), upper = c(wald1[2], 
      upper, save.ci.cases.pi$basic[5], 
      save.ci.cases.pi$bca[5], save.ci.cases.pi$perc[5], 

       save.ci.cases.pi.stud$stud[5]))

         name     lower     upper

1       Wald1 0.6297577 0.7401862

2       Wald2 0.6273443 0.7374181

3       Basic 0.6368120 0.7302853

4         BCa 0.6356227 0.7294676

5  Percentile 0.6396587 0.7331320

6 Studentized 0.6351068 0.7289081

· One possible problem with resampling cases in the binomial format data is that the overall sample size could be changing a lot from one resample to the next.  For example, case #5 has 614 observations out of 1425 total observations (this case represents many PATs).  If case #5 is in the resample or not will greatly change the overall sample size for the resampled data.  

Next, I use case based resampling again, but with the data in the Bernoulli format.  I use the results from earlier in the notes where the data is in placekick2 and the results from the model fit are in mod.fit2.
>   calc.t.cases2<-function(data, i, newdata) {

      d<-data[i,]

      mod.fit.cases<-glm(formula = y ~ change+distance+  

        pat+wind+distance:wind, data = d, family = 

        binomial(link = logit), na.action = na.exclude, 

        control = list(epsilon = 0.0001, maxit = 50, trace 

        = F))

      sum.fit.cases<-summary(mod.fit.cases)

      save.pi.hat<-predict(object = mod.fit.cases, newdata 
         = newdata, se = TRUE, type = "response")

      c(as.numeric(mod.fit.cases$coefficients), 

        sum.fit.cases$cov.unscaled[2,2], save.pi.hat$fit, 

        save.pi.hat$se.fit, 

        as.numeric(exp(mod.fit.cases$coefficients[2])), 

        mod.fit.cases$converged, mod.fit.cases$deviance)

    }

>   #Try it

>     calc.t.cases2(data = placekick2, i = 

        1:nrow(placekick2), newdata = elliott)

 [1]   4.49839820  -0.33055691  -0.08074100   1.25846033   2.87640387  
      -0.09070817   0.03771037

 [8]   0.68497259   0.033564560  0.71852347   1.00000000 751.27120530
>   #Do bootstrap

>     set.seed(9198) #Use same seed number as before; this 

                      is just done to emphasize that 

                      DIFFERENT resamples result

>     boot.res.cases2<-boot(data = placekick2, statistic = 

       calc.t.cases2, R = 1999, sim = "ordinary", newdata = 

       elliott)

Warning message:

In glm.fit(x = X, y = Y, weights = weights, start = start, etastart = etastart,: fitted probabilities numerically 0 or 1 occurred

>     boot.res.cases2

ORDINARY NONPARAMETRIC BOOTSTRAP

Call:

boot(data = placekick2, statistic = calc.t.cases2, R = 1999, sim = "ordinary", newdata = elliott)

Bootstrap Statistics :

         original        bias     std. error

t1*    4.49839820  0.0489518606  0.492478760

t2*   -0.33055691 -0.0072820066  0.197332311

t3*   -0.08074100 -0.0009146120  0.011623150

t4*    1.25846033  0.0180814875  0.409005312

t5*    2.87640387  0.7570156194  3.381995144

t6*   -0.09070817 -0.0182657003  0.080915046

t7*    0.03771037  0.0008328803  0.002650078

t8*    0.68497259 -0.0002300151  0.032901359

t9*    0.03354560  0.0001095097  0.001655147 

t10*   0.71852347  0.0087908379  0.144731899

t11*   1.00000000  0.0000000000  0.000000000

t12* 751.27120530 -7.7202042925 43.354251524

#SOME CODE IS EXCLUDED HERE TO SAVE SPACE – PLEASE SEE PROGRAM
         name      lower        upper    length

1        Wald -0.6503856 -0.010729953 0.6396556

2  Normal BMA -0.6478577  0.001307867 0.6491655

3       Basic -0.6529366  0.009352043 0.6622887

4         BCa -0.6582678  0.005675161 0.6639429

5  Percentile -0.6704659 -0.008177182 0.6622887
6 Studentized -0.6454676  0.007527617 0.6529952
These intervals are a little bit wider than what we had on p. 7.22.    
>   #C.I. for pi(x = Elliott)

>   save.ci.cases.pi<-boot.ci(boot.out = boot.res.cases2, 
     conf = 0.90, type = c("norm", "basic", "bca", "perc"), 
     index = 8)

>   save.ci.cases.pi

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS

Based on 1999 bootstrap replicates

CALL : 

boot.ci(boot.out = boot.res.cases2, conf = 0.9, type = c("norm", "basic", "bca", "perc"), index = 8)

Intervals : 

Level      Normal              Basic         

90%   ( 0.6311,  0.7393 )   ( 0.6328,  0.7400 )  

Level     Percentile            BCa          

90%   ( 0.6299,  0.7371 )   ( 0.6287,  0.7357 )  

     Calculations and Intervals on Original Scale
Again, these intervals are a little bit wider than what we had on p. 7.23.    

One could also perform a parametric bootstrap:  

>  #These are from a previous fit of the model.

>  pi.hat<-mod.fit2$fitted.values

>  save.par<-matrix(data = NA, nrow = 1999, ncol = 11)

>   for (i in 1:1999) {

      y.star<-rbinom(n = nrow(placekick2), size = 1, prob = 

        pi.hat)

      par.data<-data.frame(y.star, placekick2)

      mod.fit.par<-glm(formula = y.star ~ change+distance+ 

        pat+ wind+distance:wind, data = par.data,

        family = binomial(link = logit), na.action = 

        na.exclude, control = list(epsilon = 0.0001, maxit 

         = 50, trace = F))

      sum.fit.par<-summary(mod.fit.par)

      save.pi.hat<-predict(object = mod.fit.par, newdata = 

        elliott, se = TRUE, type = "response")

      save.par[i,]<-c(as.numeric(mod.fit.par$coefficients), 

        sum.fit.par$cov.unscaled[2,2], save.pi.hat$fit, 

        save.pi.hat$se.fit, mod.fit.par$converged, 

        mod.fit.par$deviance)

     }

>   #Intervals for beta_change

>   #Percentile interval

>   perc<-as.numeric(quantile(x = save.par[,2], probs = 

      c(0.05, 0.95), type = 1))

>   #Basic interval

>   low.basic<-2*mod.fit2$coefficients[2] - perc[2]

>   up.basic<-2*mod.fit2$coefficients[2] - perc[1]

>   data.frame(name = c("Percentile", "Basic"), lower = 

      c(perc[1], low.basic), upper = c(perc[2], up.basic))

        name      lower        upper

1 Percentile -0.6674357 -0.017297933

2      Basic -0.6438159  0.006321921

>  #Intervals for pi

>   #Percentile interval

>   perc<-as.numeric(quantile(x = save.par[,8], probs = 

      c(0.05, 0.95), type = 1))

>   #Basic interval

>   save.pi.hat<-predict(object = mod.fit, newdata = 

      elliott, type = "response", se = TRUE)

>   low.basic<-2*save.pi.hat$fit - perc[2]

>   up.basic<-2*save.pi.hat$fit - perc[1]

>   data.frame(name = c("Percentile", "Basic"), lower = 

      c(perc[1], low.basic), upper = c(perc[2], up.basic))

        name     lower     upper

1 Percentile 0.6264599 0.7368965

2      Basic 0.6330475 0.7434841

Here is how you can do the parametric bootstrap using the boot() function:  

>   calc.t.par<-function(data) {

      mod.fit.par<-glm(formula = y ~ change+distance+ 

        pat +wind+distance:wind, data = data, family = 

        binomial(link = logit), na.action = na.exclude, 

        control = list(epsilon = 0.0001, maxit = 50, trace 

        = F))

      sum.fit.par<-summary(mod.fit.par)

      save.pi.hat<-predict(object = mod.fit.par, newdata = 

        elliott
, se = TRUE, type = "response")

      c(as.numeric(mod.fit.par$coefficients), 

        sum.fit.par$cov.unscaled[2,2], save.pi.hat$fit, 

        save.pi.hat$se.fit, mod.fit.par$converged, 

        mod.fit.par$deviance)

     }

>   sim.data<-function(data, mle) {

      y.star<-rbinom(n = nrow(data), size = 1, prob = 

         mle)

      data$y<-y.star #Replace observed y with y.star

      data

    }

>   #Testing functions above

>   #temp<-sim.data(data = placekick2, mle = 

         mod.fit2$fitted.values)

>   #head(temp)

>   #calc.t.par(temp)

>   boot.res.par<-boot(data = placekick2, statistic = 

      calc.t.par, R = 1999, sim = "parametric",

      ran.gen = sim.data, mle = mod.fit2$fitted.values)

>   boot.res.par

PARAMETRIC BOOTSTRAP

Call:

boot(data = placekick2, statistic = calc.t.par, R = 1999, sim = "parametric", ran.gen = sim.data, mle = mod.fit2$fitted.values)

Bootstrap Statistics :

         original        bias     std. error

t1*    4.49839820  4.509477e-02  0.496253303

t2*   -0.33055691 -4.280558e-04  0.197310195

t3*   -0.08074100 -9.238035e-04  0.011822016

t4*    1.25846033  2.698411e-02  0.410996470

t5*    2.87640387  6.312760e-01  2.298387473

t6*   -0.09070817 -1.562314e-02  0.058805905

t7*    0.03771037  5.596865e-04  0.002118456

t8*    0.68497259  2.670588e-04  0.033858788

t9*    0.03354560 -2.448012e-05  0.001260355

t10*   1.00000000  0.000000e+00  0.000000000

t11* 751.27120530 -6.805986e+00 39.438135482

>  save.ci.par1<-boot.ci(boot.out = boot.res.par, conf = 

     0.90, type = c("norm", "basic", "perc"), index = 2)

>  save.ci.par1

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS

Based on 1999 bootstrap replicates

CALL : 

boot.ci(boot.out = boot.res.par, conf = 0.9, type = c("norm", "basic", "perc"), index = 2)

Intervals : 

Level      Normal              Basic              Percentile     

90%  (-0.6547, -0.0056 )  (-0.6624, -0.0127 ) (-0.6484,  0.0013)  

Calculations and Intervals on Original Scale

>  boot.ci(boot.out = boot.res.par, conf = 0.90, type = 

    "stud", t = boot.res.par$t[,2], t0 = 

    boot.res.par$t0[2], var.t = boot.res.par$t[,7], var.t0 

    = boot.res.par$t0[7])

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS

Based on 1999 bootstrap replicates

CALL : 

boot.ci(boot.out = boot.res.par, conf = 0.9, type = "stud", var.t0 = boot.res.par$t0[7], var.t = boot.res.par$t[, 7], t0 = boot.res.par$t0[2], t = boot.res.par$t[,2])

Intervals : 

Level    Studentized     

90%   (-0.6503, -0.0114 )  

Calculations and Intervals on Original Scale

>   save.ci.par.pi

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS

Based on 1999 bootstrap replicates

CALL : 

boot.ci(boot.out = boot.res.par, conf = 0.9, type = c("norm", "basic", "perc"), index = 8)

Intervals : 

Level      Normal              Basic              Percentile     

90%  ( 0.6290,  0.7404 ) ( 0.6301,  0.7408 ) ( 0.6291,  0.7399 )  

Calculations and Intervals on Original Scale

> boot.ci(boot.out = boot.res.par, conf = 0.90, type = 

   "stud", t = boot.res.par$t[,8], t0 = boot.res.par$t0[8],

   var.t = boot.res.par$t[,9]^2, var.t0 = 

   boot.res.par$t0[9]^2) 

BOOTSTRAP CONFIDENCE INTERVAL CALCULATIONS

Based on 1999 bootstrap replicates

CALL : 

boot.ci(boot.out = boot.res.par, conf = 0.9, type = "stud", var.t0 = boot.res.par$t0[9]^2, var.t = boot.res.par$t[, 9]^2, t0 = boot.res.par$t0[8], t = boot.res.par$t[,8])

Intervals : 

Level    Studentized     

90%   ( 0.6263,  0.7382 )  

Calculations and Intervals on Original Scale

Notes:

· The original column in the “Bootstrap Statistics:” table contains values that are the same as the observed.

· The sim.data() function needs to have the data in the same format as placekick2.  This is why I used the data$y<-y.star line of code to replace y with y.star.  

· The confidence intervals are very similar to what was calculated by the parametric bootstrap earlier without using the boot() function.  

Model based resampling will be next!
Comparison of resampling schemes – p. 336-338

See the simulation study. 









�Could be number of trials for binomial - see BMA


�See the end of my Chapter 5 lecture notes in UNL STAT 875 for more information


�See p. 57 of Moulton and Zeger (Computational Statistics & Data Analysis, 1991)


�Everything looks o.k. through using similar checks to those done earlier


�Probably should pass in the elliott data here instead of the way I have it.


  





( 2008 Christopher R. Bilder

_1269621307.unknown

_1269623053.unknown

_1269625737.unknown

_1269759796.unknown

_1270029693.unknown

_1270036350.unknown

_1270036359.unknown

_1269759947.unknown

_1269897116.unknown

_1269759806.unknown

_1269759604.unknown

_1269759699.unknown

_1269625939.unknown

_1269623816.unknown

_1269623848.unknown

_1269623585.unknown

_1269623642.unknown

_1269621397.unknown

_1269622455.unknown

_1269622529.unknown

_1269621840.unknown

_1269622310.unknown

_1269621515.unknown

_1269621369.unknown

_1269621372.unknown

_1269621327.unknown

_1269621027.unknown

_1269621099.unknown

_1269621136.unknown

_1269621061.unknown

_1269433309.unknown

_1269434191.unknown

_1269434864.unknown

_1269434905.unknown

_1269620914.unknown

_1269434914.unknown

_1269434454.unknown

_1269433354.unknown

_1269434141.unknown

_1269432256.unknown

_1269432910.unknown

_1269432196.unknown

