Project #3 Answers
STAT 475/875
Spring 2026


Complete the following problems below. Include your R program output with code inside of it for each part and any additional information needed to explain your answer. Your R code and output should be formatted in the same manner as in the course notes.
  
1) (32 total points) This problem continues to investigate the sore throat data from Project #2. Use the model logit() = 0 + 1D + 2T for this problem. Complete the following.
a) (4 points) Compute the 95% confidence interval for the probability of a sore throat when a surgery has a 60-minute duration and a tracheal tube was used. Compute both the Wald and profile LR intervals.

To find the Wald interval, I used the ci.pi.() function from Placekick.R that helped to construct confidence interval band plots. 

> ci.pi <- function(newdata, mod.fit.obj, alpha){
    linear.pred <- predict(object = mod.fit.obj, newdata = newdata, type = "link",   
      se = TRUE)
    CI.lin.pred.lower <- linear.pred$fit - qnorm(p = 1-alpha/2)*linear.pred$se
    CI.lin.pred.upper <- linear.pred$fit + qnorm(p = 1-alpha/2)*linear.pred$se
    CI.pi.lower <- exp(CI.lin.pred.lower) / (1 + exp(CI.lin.pred.lower))
    CI.pi.upper <- exp(CI.lin.pred.upper) / (1 + exp(CI.lin.pred.upper))
    list(lower = CI.pi.lower, upper = CI.pi.upper)
  }

> ci.pi(newdata = data.frame(D = 60, T = 1), mod.fit.obj = mod.fit, alpha = 0.05)
$lower
        1 
0.3456144 

$upper
        1 
0.9386085 

The profile LR interval code: 

> alpha <- 0.05
> K <- cbind(1, 60, 1)
> linear.combo <- mcprofile(object = mod.fit, CM = K)
> ci.logit.profile <- confint(object = linear.combo, level = 1 - alpha, adjust = "none")
> exp(ci.logit.profile$confint)/(1 + exp(ci.logit.profile$confint))
     lower     upper
1 0.392306 0.9559777

The Wald interval is 0.3456 <  < 0.9386. The profile LR interval is 0.3923 <  < 0.9560. 

b) For the device type variable: 
i) (2 points) State the odds ratio in terms of the regression parameters. 

The odds ratio is exp(2). 

ii) (2 points) Estimate the odds ratio.

> exp(mod.fit$coefficients[3])
        T 
0.1903389

The estimated odds ratio is 0.19. 

iii) (2 points) Interpret the estimated odds ratio; your interpretation should begin with “The estimated odds of a sore throat are …” 

The estimated odds of a sore throat are 0.19 times as large for using a tracheal tube rather than a laryngeal mask during surgery given the duration is held constant. 

This result seems the opposite of what it should be! I decided to investigate the data source to see if T’s meaning was accidentally reversed. It does not appear the reversal  occurred.  

iv) (4 points) Compute the 95% Wald confidence interval for the odds ratio; show how to perform this computation two different ways: stats and emmeans packages.

> beta.ci.wald <- confint.default(object = mod.fit, parm = "T", level = 0.95)
> beta.ci.wald
     2.5 %    97.5 %
T -3.46771 0.1498119
> exp(beta.ci.wald)
       2.5 %   97.5 %
T 0.03118837 1.161616

> library(package = emmeans)
> calc.est <- emmeans(object = mod.fit, specs = ~ T, type = "response")
> confint(object = contrast(object = calc.est, method = "pairwise"), adjust = "none", level = 0.95)
 contrast odds.ratio   SE  df asymp.LCL asymp.UCL
 T0 / T1        5.25 4.85 Inf     0.861      32.1

Confidence level used: 0.95 
Intervals are back-transformed from the log odds ratio scale 

> confint(object = contrast(object = calc.est, method = "revpairwise"), adjust = "none", level = 0.95)
 contrast odds.ratio    SE  df asymp.LCL asymp.UCL
 T1 / T0        0.19 0.176 Inf    0.0312      1.16

Confidence level used: 0.95 
Intervals are back-transformed from the log odds ratio scale

The 95% confidence interval for the odds ratio is (0.03, 1.16). This confidence interval is for an odd ratio comparing tracheal tube to laryngeal mask given duration is held constant. Notice the pairwise calculation from confint() for emmeans is for comparing laryngeal mask to tracheal tube.

Note that adjust = "none" is not needed because there is only one interval. 

v) (4 points) Compute the 95% profile LR confidence interval for the odds ratio; show how to perform this computation two different ways: stats and mcprofile packages.

> beta.ci <- confint(object = mod.fit, parm = "T", level = 0.95)
Waiting for profiling to be done...

> beta.ci  
      2.5 %      97.5 % 
-3.64627873  0.07434058 
> exp(beta.ci)
     2.5 %     97.5 % 
0.02608803 1.07717361

> library(mcprofile)
> K <- matrix(data = c(0, 0, 1), nrow = 1, ncol = 3, byrow = TRUE, dimnames = list(c("OR for T"), c("beta0", "beta1", "beta2")))
> K
         beta0 beta1 beta2
OR for T     0     0     1

> linear.combo <- mcprofile(object = mod.fit, CM = K)
> ci.log.OR <- confint(object = linear.combo, level = 0.95, adjust = "none")
> exp(ci.log.OR)

   mcprofile - Confidence Intervals 

level:           0.95 
adjustment:      none 

         Estimate  lower upper
OR for T     0.19 0.0261  1.08

Note that adjust = "none" is not needed because there is only one interval. 

vi) (2 points) Interpret the 95% profile LR confidence interval for the odds ratio; your interpretation should begin with “With 95% confidence, the odds of a sore throat are …” 

With 95% confidence, the odds of a sore throat are between 0.03 and 1.08 times as large for using a tracheal tube rather than a laryngeal mask during surgery given the duration is held constant. Because most of the interval is below 1, there is marginal evidence that device type affects the probability of a sore throat.

b) For the duration variable: 
i) (2 points) Why would a 30-minute increase in surgery time be an appropriate value for c?

This is approximately the standard deviation for the duration. One could also simply say the 30 minutes is within a reasonable time level for the observed durations (note that the maximum duration was 135). 

> sd(set1$D)
[1] 27.92689

ii) (4 points) Compute the 95% Wald confidence interval for the odds ratio with c = 30; show how to perform this computation two different ways: stats and emmeans packages. 

> beta.ci <- confint.default(object = mod.fit, parm = "D", level = 0.95)
> exp(30*beta.ci)
     2.5 %   97.5 %
D 1.660939 37.08764

> calc.est <- emmeans(object = mod.fit, specs = ~ D, at = list(D = c(90,60)), type = "response")
> confint(object = contrast(object = calc.est, method = "pairwise"), adjust = "none", level = 0.95)
 contrast  odds.ratio   SE  df asymp.LCL asymp.UCL
 D90 / D60       7.85 6.22 Inf      1.66      37.1

Results are averaged over the levels of: T 
Confidence level used: 0.95 
Intervals are back-transformed from the log odds ratio scale

The 95% Wald confidence interval is (1.66, 37.09).

iii) (4 points) Compute the 95% profile LR confidence interval for the odds ratio with c = 30; show how to perform this computation two different ways: stats and mcprofile packages.

> beta.ci <- confint(object = mod.fit, parm = "D", level = 0.95)
Waiting for profiling to be done...

> beta.ci
     2.5 %     97.5 % 
0.02547651 0.13216711 

> exp(30*beta.ci)
   2.5 %   97.5 % 
 2.14748 52.72097

> K <- matrix(data = c(0, 1, 0), nrow = 1, ncol = 3, byrow = TRUE, dimnames = list(c("OR for T"), c("beta0", "beta1", "beta2")))
> K
         beta0 beta1 beta2
OR for T     0     1     0
> linear.combo <- mcprofile(object = mod.fit, CM = K)
> ci.log.OR <- confint(object = linear.combo, level = 0.95, adjust = "none")
> exp(30*ci.log.OR$confint)
     lower    upper
1 2.146151 52.72295

> # Note that exp(30*ci.log.OR) does not work because ci.log.OR is actually a list with a number of different components in it. However, exp(ci.log.OR) works because there is a separate exp.mcpiCI method function that performs the calculation that we want.
> class(ci.log.OR)
[1] "mcpCI"
> names(ci.log.OR)
[1] "estimate"    "confint"     "CM"          "quant"       "alternative" "level"       "adjust"     
> methods(class = "mcpCI")
[1] exp   plot  print
see '?methods' for accessing help and source code

The 95% profile LR confidence interval is (2.15, 52.72).

iv) (2 points) Interpret the 95% profile LR confidence interval for the odds ratio; your interpretation should begin with “With 95% confidence, the odds of a sore throat are …” 

With 95% confidence, the odds of a sore throat change by 2.15 to 52.72 times for every 30-minute increase in surgery duration given the device type remains the same. 

Because 1 is not within the interval, there is sufficient evidence that the duration affects the probability of a sore throat.

2) (29 total points) This problem continues to investigate the sore throat data from Project #2. Below are three of the many possible models for the data: 

· Model #1: logit() = 0 + 1D + 2T
· Model #2: logit() = 0 + 1D + 2T + 3D×T
· Model #3: logit() = 0 + 1D + 2T + 3D2

where the j’s are likely not equal across the different models. Complete the following for these models. 

a) (5 points) State each of the estimated models. 

> mod.fit1 <- glm(formula = Y ~ D + T, family = binomial(link = logit), data = set1)
> summary(mod.fit1)

Call:
glm(formula = Y ~ D + T, family = binomial(link = logit), data = set1)

Coefficients:
            Estimate Std. Error z value Pr(>|z|)   
(Intercept) -1.41734    1.09457  -1.295  0.19536   
D            0.06868    0.02641   2.600  0.00931 **
T           -1.65895    0.92285  -1.798  0.07224 . 
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 46.180  on 34  degrees of freedom
Residual deviance: 30.138  on 32  degrees of freedom
AIC: 36.138

Number of Fisher Scoring iterations: 5


> mod.fit2 <- glm(formula = Y ~ D + T + D:T, family = binomial(link = logit), data = set1)
> summary(mod.fit2)

Call:
glm(formula = Y ~ D + T + D:T, family = binomial(link = logit), 
    data = set1)

Coefficients:
            Estimate Std. Error z value Pr(>|z|)  
(Intercept)  0.04979    1.46940   0.034   0.9730  
D            0.02848    0.03429   0.831   0.4062  
T           -4.47224    2.46707  -1.813   0.0699 .
D:T          0.07460    0.05777   1.291   0.1966  
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 46.180  on 34  degrees of freedom
Residual deviance: 28.321  on 31  degrees of freedom
AIC: 36.321

Number of Fisher Scoring iterations: 6


> mod.fit3 <- glm(formula = Y ~ D + T + I(D^2), family = binomial(link = logit), data = set1)
> summary(mod.fit3)

Call:
glm(formula = Y ~ D + T + I(D^2), family = binomial(link = logit), 
    data = set1)

Coefficients:
              Estimate Std. Error z value Pr(>|z|)  
(Intercept) -1.548e+00  2.200e+00  -0.704   0.4817  
D            7.539e-02  1.013e-01   0.744   0.4569  
T           -1.642e+00  9.568e-01  -1.716   0.0862 .
I(D^2)      -7.499e-05  1.085e-03  -0.069   0.9449  
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 46.180  on 34  degrees of freedom
Residual deviance: 30.133  on 31  degrees of freedom
AIC: 38.133

Number of Fisher Scoring iterations: 7




b) (5 points) Propose a situation where Model #2 may be appropriate in the context of the application. Perform the appropriate LRT to determine if the interaction term is important.

Situation: The duration of surgery has an effect on the probability of a sore throat; however, the amount of the effect changes depending on the device type. 

> library(car)
> Anova(mod.fit2)
Analysis of Deviance Table (Type II tests)

Response: Y
    LR Chisq Df Pr(>Chisq)    
D    12.4396  1  0.0004203 ***
T     3.5134  1  0.0608744 .  
D:T   1.8169  1  0.1776844    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

LRT: H0:3 = 0 vs. H0:3  0
· -2log() = 1.82
· p-value = 0.1777
· Do not reject the null hypothesis because the p-value is somewhat large. 
· There is not sufficient evidence to indicate that the duration and device type interaction is important in determining the probability of a sore throat. 
 
c) (5 points) Propose a situation where Model #3 may be appropriate in the context of the application. Perform the appropriate LRT to determine if the quadratic term is important. 

Situation: The duration of surgery has an effect on the probability of a sore throat; however, the amount of the effect changes at a faster rate as the duration of the surgery increases.

> library(car)
> Anova(mod.fit3)
Analysis of Deviance Table (Type II tests)

Response: Y
       LR Chisq Df Pr(>Chisq)  
D       0.45273  1    0.50104  
T       3.14975  1    0.07594 .
I(D^2)  0.00455  1    0.94621  
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

LRT: H0:3 = 0 vs. H0:3  0
· -2log() = 0.0046
· p-value = 0.9462
· Do not reject the null hypothesis because the p-value is large. 
· There is not sufficient evidence to indicate that a quadratic duration term is needed in the model, given the device type is present. 

d) (6 points) With the estimate of Model #3, use odd ratios and their corresponding profile LR intervals to THOROUGHLY interpret the effect that the surgery duration has on sore throats. In your answer, make sure to do the following:  
· State the odds ratio in terms of the regression parameters.
· Use c = 30
· Provide appropriate confidence intervals with interpretations


The odds of a sore throat are  times as large for a c-unit increase in duration when duration is at a value of ___ and given device type is held constant. 

Below is the profile LR interval code. 

> K <- matrix(data = c(0, 30, 0, 30*(2*30+30),
                       0, 30, 0, 30*(2*60+30),
                       0, 30, 0, 30*(2*100+30)), nrow = 3, ncol = 4, byrow = TRUE,
                       dimnames = list(c("c = 30, duration = 30",
                                         "c = 30, duration = 60",
                                         "c = 30, duration = 100"),
                                       c("beta0", "beta1", "beta2", "beta3")))
> K
                       beta0 beta1 beta2 beta3
c = 30, duration = 30      0    30     0  2700
c = 30, duration = 60      0    30     0  4500
c = 30, duration = 100     0    30     0  6900

> linear.combo <- mcprofile(object = mod.fit3, CM = K)
> ci.log.OR <- confint(object = linear.combo, level = 0.95, adjust = "none")
> save.OR <- exp(ci.log.OR)
> save.OR

   mcprofile - Confidence Intervals 

level:           0.95 
adjustment:      none 

                       Estimate  lower    upper
c = 30, duration = 30      7.84 2.0792 6.03e+01
c = 30, duration = 60      6.85 1.1040 5.22e+03
c = 30, duration = 100     5.72 0.0841 4.93e+06

There were 23 warnings (use warnings() to see them)

> warnings()
Warning messages:
1: orglm.fit: fitted probabilities numerically 0 or 1 occurred
2: orglm.fit: fitted probabilities numerically 0 or 1 occurred

<OUTPUT EDITED>

22: orglm.fit: fitted probabilities numerically 0 or 1 occurred
23: orglm.fit: fitted probabilities numerically 0 or 1 occurred

I could have excluded the c = 30 in the K matrix and then used exp(30*ci.log.OR$confint) to find the intervals instead. This can be helpful when there are computational problems. I tried this alternative but did not find any differences in the results. 

I expect that the warnings occurred because the model fits lead to estimated probabilities very close to 1, rather than something to be worried about. Below are estimated probabilities that demonstrate it.

> pred.data <- data.frame(D = c(30, 30, 60, 60, 100, 100, 130, 130),
                          T = c(0, 1, 0, 1, 0, 1, 0, 1))
 
> predict(object = mod.fit3, newdata = pred.data, type = "response")
        1         2         3         4         5         6         7         8 
0.6562387 0.2698533 0.9373727 0.7434421 0.9947364 0.9733956 0.9990761 0.9952463

I also calculated the Wald confidence intervals to investigate this further. These calculations were done using the mcprofile package because the K matrix was already coded. 

> save.wald <- wald(object = linear.combo)
> ci.log.OR.wald <- confint(object = save.wald, level = 0.95, adjust = "none")
> exp(ci.log.OR.wald)

   mcprofile - Confidence Intervals 

level:           0.95 
adjustment:      none 

                       Estimate    lower   upper
c = 30, duration = 30      7.84 1.689997    36.4
c = 30, duration = 60      6.85 0.112764   416.2
c = 30, duration = 100     5.72 0.000676 48406.4

The overall conclusion for the first and third interval is the same as with the profile LR interval. The second interval’s lower bound is somewhat concerning. Its value is 0.11 but the profile LR interval has a value of 1.1. Just to be safe, I would likely state both Wald and profile LR confidence intervals if this was for a research paper. 

Interpretations: 

With 95% confidence, the odds of a sore throat are 1.7 to 36.4 times as large for a 60-minute duration vs. a 30-minute duration, given type is held constant. 

With 95% confidence, the odds of a sore throat are 0.1 to 416.2 times as large for a 90-minute duration vs. a 60-minute duration, given type is held constant. 

With 95% confidence, the odds of a sore throat are 0.0007 to 48,406.4 times as large for a 130-minute duration vs. a 100-minute duration, given type is held constant. 

Thus, a 30-minute change in the duration matters for the short surgeries rather than the longer surgeries. You may be wondering why the estimated odds ratios get smaller as the duration gets larger. The reason is because of the shape of the model. The estimated probability can be quite large. Thus, whether a surgery is 30 minutes longer will not matter too much–it is very likely a sore throat will result. 

Below is an example of how to do some of these calculations with emmeans. 

> calc.est.sq <- emmeans(object = mod.fit3, specs = ~ D, at = list(D = c(30,60)), type = "response")
> confint(object = contrast(object = calc.est.sq, method = "consec"), adjust = "none", level = 0.95)
 contrast  odds.ratio   SE  df asymp.LCL asymp.UCL
 D60 / D30       7.84 6.14 Inf      1.69      36.4

Results are averaged over the levels of: T 
Confidence level used: 0.95 
Intervals are back-transformed from the log odds ratio scale 

e) (4 points) The Project #2 answer key showed that convergence for Model #1 occurred in 5 iterations. Verify that convergence of the regression parameter estimates truly did occur! This can partially be done by having glm() continue the iterative process for at least one more iteration. 

I decreased epsilon for the convergence criterion to have glm() use more iterations. Below are two examples: 

> mod.fit1.more1 <- glm(formula = Y ~ D + T, family = binomial(link = logit), data = set1, control = list(epsilon = 1e-10))
> summary(mod.fit1.more1)

Call:
glm(formula = Y ~ D + T, family = binomial(link = logit), data = set1, 
    control = list(epsilon = 1e-10))

Coefficients:
            Estimate Std. Error z value Pr(>|z|)   
(Intercept) -1.41734    1.09460  -1.295  0.19537   
D            0.06868    0.02641   2.600  0.00932 **
T           -1.65895    0.92287  -1.798  0.07224 . 
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 46.180  on 34  degrees of freedom
Residual deviance: 30.138  on 32  degrees of freedom
AIC: 36.138

Number of Fisher Scoring iterations: 6


> mod.fit1.more2 <- glm(formula = Y ~ D + T, family = binomial(link = logit), data = set1, control = list(epsilon = 1e-16))
> summary(mod.fit1.more2)

Call:
glm(formula = Y ~ D + T, family = binomial(link = logit), data = set1, 
    control = list(epsilon = 1e-16))

Coefficients:
            Estimate Std. Error z value Pr(>|z|)   
(Intercept) -1.41734    1.09460  -1.295  0.19537   
D            0.06868    0.02641   2.600  0.00932 **
T           -1.65895    0.92287  -1.798  0.07224 . 
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 46.180  on 34  degrees of freedom
Residual deviance: 30.138  on 32  degrees of freedom
AIC: 36.138

Number of Fisher Scoring iterations: 10


> data.frame(default = mod.fit1$coefficients, case1 = mod.fit1.more1$coefficients,
    case2 = mod.fit1.more2$coefficients)
                default       case1       case2
(Intercept) -1.41734131 -1.41734131 -1.41734131
D            0.06867778  0.06867778  0.06867778
T           -1.65894910 -1.65894910 -1.65894910

For each case, the number of iterations increased but the regression parameter estimates did not change for 8 significant digits. 

f) (4 points) Construct a plot of the data and the estimate of Model #1. Explain what characteristics about this plot shows that complete separation is not a problem here. 

> plot(x = set1$D, y = set1$Y, xlab = "Duration", ylab = "Probability of sore throat")
> curve(expr = predict(object = mod.fit, newdata = data.frame(D = x, T = 0), type = "response"), col = "red", xlim = c(15, 135), ylab = "Probability of sore throat", ylim = c(0,1), xlab = "Duration", add = TRUE)
> curve(expr = predict(object = mod.fit, newdata = data.frame(D = x, T = 1), type = "response"), col = "blue", xlim = c(15, 135), lty = "dashed", add = TRUE)
> legend(x = 60, y = 0.2, legend = c("laryngeal mask", "tracheal tube"), lty = c("solid", "dashed"), col = c("red", "blue"), bty = "n")

[image: ]

The plot above shows that the 0 and 1 responses overlap with respect to their durations. However, this does not take into account any potential problems that may occur with device type! Below is a better plot which does take into account device type. 

> point.color <- ifelse(test = set1$T == 0, yes = "red", no = "blue")
> point.type <- ifelse(test = set1$T == 0, yes = 1, no = 2)

> set.seed(8812)
> jitter.amount <- runif(n = nrow(set1), min = -0.01, max = 0.01)
> plot(x = set1$D, y = set1$Y + jitter.amount, col = point.color, pch = point.type, xlab = "Duration", ylab = "Probability of sore throat")
> curve(expr = predict(object = mod.fit, newdata = data.frame(D = x, T = 0), type = "response"), col = "red", add = TRUE)
> curve(expr = predict(object = mod.fit, newdata = data.frame(D = x, T = 1), type = "response"), col = "blue", lty = "dashed", add = TRUE)
> legend(x = 60, y = 0.3, legend = c("laryngeal mask", "tracheal tube"), lty = c("solid", "dashed"), col = c("red", "blue"), bty = "n", title = "Estimated model", cex = 0.75)

> legend(x = 60, y = 0.5, legend = c("laryngeal mask", "tracheal tube"), pch = c(1,2), col = c("red", "blue"), bty = "n", title = "Observations", cex = 0.75)

[image: ]

The plot shows there is an overlap with respect to durations for the TWO different device types! Therefore, complete separation is not a problem for this data set. 

Hopefully, you will notice that with more than one continuous explanatory variable it would be difficult to construct plots like these. This is why sometimes one needs to use other means to detect the problems from complete separation (see end of Convergence-12.docx notes). 
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