Test #1 Answers 
STAT 475/875
Spring 2026


Complete the problems below. Use R for all calculations and plots. Make sure to fully explain all answers and show your work to receive full credit.

1) (32 total points) The Johnson & Johnson COVID-19 vaccine was one of the first vaccines to receive approval from the FDA. Below is a summary of a clinical trial investigating its effectiveness. 

	
	COVID-19
	Disease free

	Vaccine
	66
	19,564

	Placebo
	193
	19,498



a) (12 points) Estimate and interpret the relative risk with respect to the vaccine’s effectiveness. 

> c.table <- array(data = c(8, 162, 17403, 17349), dim = c(2,2), dimnames =
    list(Treatment = c("Vaccine", "Placebo"), Outcome = c("Positive", "Negative")))
> c.table
         Outcome
Treatment Positive Negative
  Vaccine       66    19564
  Placebo      193    19498

> pi.hat.table <- c.table/rowSums(c.table)
> pi.hat.table
         Outcome
Treatment    Positive  Negative
  Vaccine 0.003362201 0.9966378
  Placebo 0.009801432 0.9901986

> pi.hat1 <- pi.hat.table[1,1]
> pi.hat2 <- pi.hat.table[2,1]
> round(pi.hat1/pi.hat2, 4)
[1] 0.343

The estimated relative risk is 0.343. The estimated probability of being infected is 0.343 times as large for those who receive the vaccine than those who receive the placebo. 

The vaccine reduces the estimated probability of contracting COVID-19 by 1 – 0.343 = 65.7%. 

b) (7 points) Calculate the 95% Wald confidence interval for the relative risk. 

> alpha <- 0.05
> n1 <- sum(c.table[1,])
> n2 <- sum(c.table[2,])

> # Wald confidence interval
> var.log.RR <- 1/c.table[1,1] - 1/sum(c.table[1,]) + 1/c.table[2,1] – 
    1/sum(c.table[2,])
> RR.ci <- exp(log(pi.hat1/pi.hat2) + qnorm(p = c(alpha/2, 1-alpha/2)) *
    sqrt(var.log.RR))
> round(RR.ci, 4)
[1] 0.2596 0.4533

> rev(round(1/RR.ci, 4))  # inverted
[1] 2.2059 3.8525

The 95% confidence interval is 0.2596 < RR < 0.4533. 

c) (7 points) If this was the only vaccine available during the pandemic, would you have wanted to receive this vaccine? Explain. Answer using the statistical results from this problem alone rather than using any prior opinions about vaccinations.

Yes, the vaccine has been shown effective because the interval for RR is less than 1. Thus, the probability of being infected is less when you receive the vaccine than when you receive the placebo.

Note that the mRNA COVID-19 vaccines were usually much better! 

d) (6 points) Vaccine effectiveness is measured by VE = 1 – RR. Why? No computations are needed for this part! This is a general question about why to use VE as a measure of effectiveness, which was discussed during a Tuesday class.

VE = 1 – RR = 1 - 1/2 = (2 - 1) / 2

The numerator of the expression measures the difference in the probability of infection for the placebo group vs. the vaccine group. This difference is divided by the probability of infection for the placebo group so that we can determine the RELATIVE change in the probability of infection by using the vaccine. 

2) (27 total points) The test1-2026.csv file contains a response variable y (1 = success and 0 = failure) and explanatory variables x1 and x2. Below is a portion of the data. 

> set1 <- read.csv(file = "test1-2026.csv")
> head(set1)
  y         x1         x2
1 0  0.5042419  0.3940346
2 1  1.6505654  0.9710322
3 1 -1.2830284  0.4224484
4 1 -0.6246055 -1.4480499
5 1  0.2776121 -1.0923828
6 1  1.9317435 -0.4979109

a) (7 points) Estimate and state the logistic regression model using y as the response variable and x1 and x2 as explanatory variables in a linear form (no transformations or interactions). 

> mod.fit <- glm(formula = y ~ x1 + x2, family = binomial(link = logit), data = 
    set1)
> summary(mod.fit)

Call:
glm(formula = y ~ x1 + x2, family = binomial(link = logit), data = set1)

Deviance Residuals: 
    Min       1Q   Median       3Q      Max  
-2.2861  -1.0736   0.4970   0.8586   1.6895  

Coefficients:
            Estimate Std. Error z value Pr(>|z|)    
(Intercept)   0.8010     0.2529   3.168 0.001536 ** 
x1            0.6459     0.2601   2.484 0.013008 *  
x2           -1.0422     0.3063  -3.402 0.000668 ***
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 130.68  on 99  degrees of freedom
Residual deviance: 108.25  on 97  degrees of freedom
AIC: 114.25

Number of Fisher Scoring iterations: 4


The estimated logistic regression model is . 

b) (10 points) For a LRT of H0: 1 = 0 vs. Ha: 1  0, show how Anova() and anova() can result in the same p-value for the test. Explain why this works relative to the models being tested. 

For this problem, my intent was for students to perform the test relative to the model estimated in a). Unfortunately, this was not stated here so I did not take off points if a student only used a model with x1 in it. 

> library(car)
> Anova(mod.fit)
Analysis of Deviance Table (Type II tests)

Response: y
   LR Chisq Df Pr(>Chisq)    
x1   7.1065  1    0.00768 ** 
x2  15.1528  1  9.915e-05 ***
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

> # Method #1
> mod.fit.x2first <- glm(formula = y ~ x2 + x1, family = binomial(link = logit),
    data = set1)
> # summary(mod.fit.x2first)
> anova(mod.fit.x2first, test = "Chisq")
Analysis of Deviance Table

Model: binomial, link: logit

Response: y

Terms added sequentially (first to last)


     Df Deviance Resid. Df Resid. Dev  Pr(>Chi)    
NULL                    99     130.68              
x2    1  15.3300        98     115.35 9.027e-05 ***
x1    1   7.1065        97     108.25   0.00768 ** 
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

> # Method #2
> mod.fit.x2only <- glm(formula = y ~ x2, family = binomial(link = logit),
    data = set1)
> # summary(mod.fit.x2first)
> anova(mod.fit.x2only, mod.fit, test = "Chisq")
Analysis of Deviance Table

Model 1: y ~ x2
Model 2: y ~ x1 + x2
  Resid. Df Resid. Dev Df Deviance Pr(>Chi)   
1        98     115.35                        
2        97     108.25  1   7.1065  0.00768 **
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1


The Anova() function provides tests of H0: 1 = 0 vs. Ha: 1  0 and H0: 2 = 0 vs. Ha: 2  0, where it is assumed the “other” variable is in the model for these hypotheses. Thus, the hypotheses can be written as 

H0: logit() = 0 + 1x1 vs. Ha: logit() = 0 + 1x1 + 2x2

and

H0: logit() = 0 + 2x2 vs. Ha: logit() = 0 + 1x1 + 2x2

in this order. The anova() function provides tests of two different formats. Method #1 involves tests resulting from the sequential adding of terms to the model. Thus, the tests given in the output are for 

H0: logit() = 0 vs. Ha: logit() = 0 + 2x2 

and for

 H0: logit() = 0 + 2x2 vs. Ha: logit() = 0 + 1x1 + 2x2 

in this order. By re-fitting the model so that x2 appears first, this is how I got the hypotheses represented. Note that I could have said logit() = 0 + 2x2 was logit() = 0 + 1x2 but I just kept the same notation as in the original model for part a).   

Method #2 allows us to specify particular models for one test. The first model is logit() = 0 + 2x2 for the null hypothesis, and the second model is logit() = 0 + 1x1 + 2x2 for the alternative hypothesis. 

c) (10 points) Interpret the effect x1 has on the response variable using a 95% profile likelihood ratio confidence interval for an odds ratio. Use a c = 2 unit increase for the variable and the model estimated in part a). 

> beta.ci <- confint(object = mod.fit, parm = "x1", level = 0.95)
Waiting for profiling to be done...
> exp(2*beta.ci)  
    2.5 %    97.5 % 
 1.387651 10.880577

With 95% confidence, the odds of a success change between 1.39 and 10.88 times for every 2 unit increase in x1, holding x2 constant. 

3) (16 total points) The expression to calculate the true confidence level of a confidence interval for  is  

 

where I(w) = 1 if the interval for a w contains  and 0 otherwise. 
a) (8 points) Explain how to compute this equation. Do not use R code in your explanation.

1) For each possible value of w = 0, 1, …, n, find the confidence intervals for .
2) Check if  is within each interval.
3) For those cases where  is within the interval, sum P(W = w) where W is a binomial random variable with probability of success . This sum is the true confidence level. 

b) (8 points) Compute this true confidence level with R for the Wilson interval,  = 0.10, n = 40, and  = 0.40. You may use one of the R programs for this class to help you complete this computation! 

> alpha <- 0.10
> pi <- 0.4
> n <- 40

> # True confidence level
> w <- 0:n
> pi.hat <- w/n

> pmf <- dbinom(x = w, size = n, prob = pi)
> pi.tilde <- (w + qnorm(p = 1-alpha/2)^2 /2) / (n+qnorm(1-alpha/2)^2)
> lower.wilson <- pi.tilde - qnorm(p = 1-alpha/2) * sqrt(n) / (n+qnorm(1-alpha/2)^2) * sqrt(pi.hat*(1-pi.hat) + qnorm(1-alpha/2)^2/(4*n))
> upper.wilson <- pi.tilde + qnorm(p = 1-alpha/2) * sqrt(n) / (n+qnorm(1-alpha/2)^2) * sqrt(pi.hat*(1-pi.hat) + qnorm(1-alpha/2)^2/(4*n))
> save <- pi>lower.wilson & pi<upper.wilson  # Check if pi is within interval

> sum(save*pmf)
[1] 0.9256095

The true confidence level is 0.9256. 

4) (30 total points) Answer the following questions.
a) (8 points) What is the difference between a conservative and a liberal conference interval? Which typically would be preferred? Explain.  

The terms “conservative” and “liberal” refer to the true confidence level for a confidence interval and how often the interval achieves the stated confidence level. A conservative (liberal) conference interval corresponds to having a true confidence level larger (smaller) than the stated confidence level. Generally, a conservative interval would be preferred because then one knows the true confidence level is at least what is stated. 

b) (7 points, practice problem, Week 4 quiz) Show that 1 = 2 is equivalent to OR = 1. 


 

c) (10 points) Maximum likelihood estimators have nice properties! Name two of these properties. 

From the notes: 
· For a large sample, maximum likelihood estimators can be treated as normal random variables. 
· For a large sample, the expected value of the estimator is the corresponding parameter and the variance of the estimator can be computed from the second derivative of the log likelihood function.  
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